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ABSTRACT Single . Window .
Systems for learning to detect anomalous email behav- ~ CharsinSubject  NumToAddrinWindow
ior, such as worms and viruses, tend to build either per- ,l&lnk\/s\/lniTall " Tﬂea”wagnls‘éblzd
user models or a single global model. Global mod- vgvvordLeng canworasinbody

Is | | traini but oft del WordsInBody VarCharlnSubject
els leverage a larger training corpus but often mode WordsinSubject  VarwordsinBody
individual users poorly. Per-user models capture fine-

grained behaviors but can take a long time to accumpable 1: The “single” column features are derived
late sufficient training data. Approaches that combifg&m one email, while the “window” column is com-

global and per-user information have the potential futed from the five most recent emails.
address these limitations. We use th&tent Dirich-

let Allocation model to transition smoothly from the ) )
global prior to a particular user's empirical model as tHiFcurate in the long run but suffer from a lack of train-
amount of user data grows. Preliminary results demdRd data when a new user enters the system.

strate long-term accuracy comparable to per-user modSCMe €xisting approaches also combine global and
els, while also showing near-ideal performance almd/-user information in their models. The Email Mining

immediately on new users. Toolkit uses several machine learning methods, includ-
ing naive Bayes classification and social network anal-
1. INTRODUCTION ysis, on both global and per-user levels to detect email-

. borne viruses. Using a back-and-forth search heuristic,
Most successful viruses and worms spread v&

email [18]. This work explores the use of machine Iearnf-iflnds agreements between the models to classify se-

. . . S f malicious emails [19].
ing to decrease reliance on signature-based email vifli§ ¢S © i
9 9 %\nother combined system, APE, uses both a global

detection. model and per-user models in real-time to provide d
Traditional network- and host-based virus scanners . P . P y
namic containment of worms and viruses. It uses a

rely on manually crafted signatures and heuristics an 1 al model to flag suspicious messaaes. which are
have difficulty detecting novel virusésThis creates a ghen classified b gr—use?models [12 193] '
window of vulnerability each time a virus is releaseé. yp .

For example, anti-virus vendors took over seven hoursOur approach usekatent Dirichlet Allocation a

on average to generate a virus signature for the robabilistic model that combines global and per-user
Doom.BB outbreak [16] mformation, gracefully transitioning between them as

. : . more user data becomes available [2].
In contrast, machine learning techniques automati-

cally model behavioral features of normal (or abnormal)
email traffic, allowing them to detect unknown attac Wi : i ing the feat in Table 1
by recognizing subtle deviations from normal activit € represent emails using the teatures in fable L.

Most existing machine learning approaches to virus d hose n the ‘Slngle” col_umn ar“e c_ompufed from a sin-
tection use either global or per-user models. gle email, while those m_the Wlndow column are
Global models attempt to generalize across all us&%mputed basgd on a s||d|r!g W|_ndqw. . All features
(or network events, etc.) to leverage the full scope ge modele(_:l with th? Gaussian d|str!but|qn excep t for
data available. They often benefit from plentiful traininﬁ'nks\llr\;Erga"' for which we usﬁ thg B|nom|alhd|str|by—f
data but their accuracy may be limited by variations b on. We do not use message headers, attachment infor-

tween users. Network intrusion detection systems udgaton, olr Ianggage-?ased feat_ureT, such as wor? Lre-
ally build global models, in particular for anomaly geduency. Instead we focus on simple properties of the

tection [5, 11]. These systems build a model of typicgrna" text and user sending patterns. Our feature set !S
user or network behavior and flag activity that falls ou _as:eq on a previous study of feature selection for email
side the learned model. antl-virus syst'em's [12]. i
Per-user models treat each user's behavior indep nI_I)ata_lset Ilmltatlons_ preclude the use of attachment in-
dently, as is common in personal spam detection s rmation (see Section 3.1). Such features are useful

tems [14, 15]. Separate per-user models can be m are not silver bullets, since not all viruses require
' ' attachments to propagate. For example, the BubbleBoy

1We do not distinguish between email-based worms and viruse¥/irus spreads via a script embedded in an email. When

.1 Features for Email




viewed by a vulnerable mail client, it infects the systemnhich selects the parameters of the email’s feature dis-
Some features we considered, such as “Numbertobutions. There is a global distributioh over topics
From addresses from one sender in a window,” trivialgnd a global set of parametet$or feature distributions.
classify large portions of the datasets we use. HoweVvEhere is no differentiation between users in this model.
in all these cases the feature in question could easily béAnother approach is to use a separate mixture model
spoofed by a virus. We omit such features from our syler each user, as shown in Figure 1b. Here again each

tem, so our results are somewhat pessimistic. topic is a subpopulation, but now each user has their own
feature parameters and topic distributiord. There is
2. USING LDA FOR EMAIL no sharing of information across users in this model.

Our system is based on the premise that differe

t . .
users exhibit many of the same canonical behavigs3 LDA:_MOdeI'ng Email Usfers
when sending email, but in different proportions. Like- The graphical model representation of LDA appears
wise, viruses all spread from host to host in some mdA-Figure 1c. Like both mixture models, each emai
ner, so even new viruses will have some behaviors #§10ngs to a particular topic that determines the dis-
common with known viruses. We use the Latent Diriciributions for the features of. Like the global model,
let Allocation (LDA) model [2] to combine user-specifit- DA has one shared for all users; like the per-user
training with behavioral information learned from th&"0del, each user has a separate _
full population of users and known viruses. The LDA model can be described as a generative pro-

LDA is a probabilistic model that represents items (€SS, With a global prias on topics from which a multi-
our context, emails) in terms ¢picsthat group items Nomial parametef is drawn for each user. When a user
by shared characteristics. We represent an email a3¢8dS an email, the email's topicis drawn fromd,
vector of features. Due to our choice of features, a to#ed then an emait is produced according to the cor-
in this setting corresponds to a type of user behavi§SPonding distribution fromy. Each row offf contains
or style of email (e.g., we have observed a topic thle Parameters of one topic’s distribution. _
contains primarily long forwarded emails and another Exact inference in LDA is intractable. We use a vari-
that has short bodies and empty or one-word subjéional approach with surrogate parameteend¢ for
lines). A topic groups emails that share characteristi@BProximate inference and parameter estimation, as in
described by our feature set. A user is represented3@ original LDA paper [2].

a multinomial distribution over topics. In other words, 3.1 Extending LDA for Features

LDA extracts common behaviors and represents eac - .
L . n the original presentation of LDAS holds pa-
user as an individual pattern of those behaviors.

. . . . : rameters of multinomial distributions. In a population
The remainder of this section describes mixture mod: . .
. e . . Oof users modeled as collections of emails, however, a
els and LDA in the context of email virus detection. Fig-

ure 1 shows graphical model representations [8] of ?ﬁnultlnomml is not rich enough to reprgsent an erail.
joint probability distributions of these models e extend LDA to model each emailas a vector of

' features. The distribution of an email is a fully factored
2.1 Variables and Notation naive Bayes model: given the topic, the features (which

Let K be the number of topics (chosen as a modein have different distributions) are independent. Other
parameter) and’ be the number of features. In Figure 1models for the joint distribution of an email’s features
2 is a vector off’ components; anda are scalar values, could also be used in place of naive Bayes.

0 is a vector ofK components, and is a K x F' matrix 232 Shared Global Behaviors

of parameters is the number of users, arnd is the Inf ion i shared b i the dlobal
number of emails sent per ugerVvariables inside the 'ormationis shared between users via the global pa-

rectangular plates are replicated, so each model dep{@@eterm. and@. The. prior distribution on user pa-
a total of E x M variablesz. and so on: we do notrameter§ is Dirichlet with parametes, and estimating

g ; « from training data yields a prior from which to draw
distinguish these notationally. 0 parameters for new users. To understand how LDA
2.2 Mixture Models balances between this prior and the empirical data ac-

A mixture model is a statistical tool for modelingcumulated for a user, assume that the email topiase
datasets containing multiple subpopulations, each wihown. Then for each user we can count the emails from
a simple distribution (such as the Gaussian distributio§ach topic. Given the Dirichlet parameterthe poste-
Mixture models can be used for global or per-user modor distribution of6 is Dirichlet with parametes + N,
eling. In Figure 1a we show an example of a glob#hereN is a vector that contains the number of emails
mixture model for email. A corpus of messages is reffom each of thek topics [1]. As the number of emails
resented by a single mixture model, in which each togier a user increases, the expectatiord smoothly tran-
is a subpopulation. Each emailis assigned a topie, sitions from the prior based amto the empirically ob-

2For convenience our discussion assumes that each user bends t 3Note that a document in the original LDA paper corresponds to
same number of emails, but this assumption is not important and ihe of our users, while one of their words corresponds to éreio
fact not true for our experimental data. email messages.
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(a) Global Mixture Model (b) Per-User Mixture Model (c) LDA Model

Figure 1: Representations of the mixture models using the gphical model formalism [8]. Each node repre-
sents a random variable in the model, and the graph represesttheir joint probability distribution. 2z is an
email, z is the topic of that email, 8 is a user’s distribution over topics, « is a prior over user distributions,
and (3 represents the parameters for feature distributions (indeed by topic). The plates show replication of
variables, indicating M users each withE emails. In all models there is oner and onez per email per user,
and the most significant difference between models is wheth& and /5 occur once per user (inside the\/
plate) or just once in the model (outside both plates).

served distribution of topics. Although email topics arare recorded. The virtual machines are seeded with an

not actually observed, this provides intuition into howctual user’s address book so that the viruses can ex-
empirical data eventually outweighs the Dirichlet priothibit realistic sending behaviors. Two of these viruses
. are particularly interesting: BubbleBoy does not require

2.4 Classification an attachment to propagate and uses Outlook rather than
We use a generative approach for classification. yg own SMTP engine, and MyDoom.m makes use of

train two models; one learns normal behavior while thﬁgh]y po|ymorphic message bodies and Subject lines.
other learns virus behavior. To classify an email, we

compute the likelihood that the email would be geneB.2 Experimental Procedure
ated under each model and choose the class with th@ur primary experiment compares the models’ per-
higher likelihood. The likelihood depends on the usé@rmance on the nine viruses in our dataset for varying
that sent the email. For the normal model, we use thembers of training users and model topics. For each
sender to compute likelihood; for the virus model, wexperiment, we select a training set of the appropriate
choose the virus most likely to generate the email. number of users and a test set of one user. We choose
the users uniformly at random without replacement, ex-
3. EXPERIMENTS cept that we require the test user to have sent at least

We perform experiments to compare LDA's ability td-90 emails’ For each virus, we sin_1u|a’te an infection
learn a new user's behavior with models that use orfy INjécting 100 emails from that virus’ trace into the
global or per-user information. The learners we corf£St User's email stream. , _
pare against are a global mixture model (GMM) and per--PA and the mixture models classify generatively by
user mixture model (PMM) as described in Section 2.8100sing the best fit between normal and virus models,

as well as a linear support vector machine (SVM) [7].V‘fh”e the SVM is discriminative and produces a clas-
sification without modeling the classes themselves. The

3.1 Datasets normal user models are trained on the randomly selected
Our experiments use the Enron email corpus [4] atger training set and the virus models are trained on the
emails generated by real-world viruses. traces from the eight other viruses; the SVM'’s training

The Enron corpus consists of emails subpoenaedsgs includes both sets with appropriate labels. We use
trial evidence and made public. As the only large, corflefault settings for the SVM [7].
mercial, real-world email dataset, it is a useful resourceWe train the models and then hold out the first 50
despite several concerns: most attachment informat®mails from the test user and (for LDA and the per-
has been stripped out, some emails have been redad#ggl mixture model) update the user-specific parame-
some email addresses are malformed or missing, 4@t based on up to 50 held-out emails. We then test
many messages are duplicated [3, 9, 10, 17]. At le&ét the 51st onward. This allows us to measure the per-
two groups have cleaned the dataset by removing dupfitmance of the algorithms against the number of emails
cate messages, standardizing email addresses, and §#60 from a new user. Each setting is run five times with
viding the data in the form of a database [6, 17]. Ogifferent training and test sets for each number of held
experiments use the dataset from USC [17]. out emails from 1 to 56.

We use existing email traces generated by the Bagle.ayVe assume that our system has access to every email
Bagle.f, Bagle.g, BubbleBoy, MYDOO,m'b’ MyDoom.m, 4This excludes 40 of the 151 Enron employees in the dataset.
MyDoom.u, Netsky.d, and Sobig.f viruses [13]. Each sy train on the most recent emails in the held-out set to aveid th
virus infects a virtual machine and the emails it sendsroduction of gaps in a user's stream of messages.




sent from a network of end-user machines and is able to ‘ False Negatives False Positives

ly determine which user or machine sent eaeh LDA GMM PMM _SVM |LDA GMM PMM_SVM
accurately : 8CPEagled 206 2% 2% 22%18% 17% 22% 6%
message. Some viruses attempt to bypass an organizagagle.f 33% 28% 14% 38%16% 15% 18% 5%
tion’s outgoing email servers (e.g., by including their Bagled 2% 2% 3% 23%20% 16% 18% 5%
own SMTP engines), however, transparent SMTP redpHbbleBoy 3% - 7%  21% 23%16% 15% 21% 5%

ti tateful Keti tion b fi I MyDoom.b| 26% 22% 9% 89%14% 12% 12% 3%
rection or stateful packet inspection oy a firewall can Doom.m| 81% 83% 74% 95%11% 10% 11% 3%

used to enforce our assumption. MyDoom.u 3% 3% 2% 22%16% 15% 23% 5%
Netsky.d 2% 2% 2% 22%17% 16% 22% 5%
3.3 Results Sobigfl 2% 2% 4% 22%18% 17% 22% 5%

We show graphs of the learners’ performance on five
viruses in Figure 2 and final numbers for all nine viruses Table 2: False positives/false negatives.
in Table 2. A false positive (FP) is a normal email mis-
classified as a virus and a false negative (FN) is a virus
email misclassified as normal. The FP graphs for &mails, and the GMM performs almost equivalently to
nine viruses show very similar trends and provide littleDA. We would likely see better per-user performance
information that is not available in Table 2, so we onlfpr the PMM and possibly LDA with more hold-out
show one FP graph. Behavior on FNs is more varieginails, since the PMM clearly improves up to the 50th
and we show the five most interesting viruses. Baglegjnail. The size of the dataset, however, hampers our
MyDoom.u, and Netsky.d have FN graphs nearly idefbility to do this. It is also possible that our feature set
tical to Bagle.a. MyDoom.b has a graph similar tgoes not encode the type of information that would al-
Bagle.f, but for MyDoom.b, LDA and GMM do 6-7%low the per-user models to gain significant advantage
better and the SVM does much worse at 89% FNs. over global models. We conjecture that closer attention

The graphs in Figure 2 are averaged over five rufsfeature selection and increased numbers of hold-out
each of three and ten topics for LDA, the GMM, and themails would allow LDA to consistently outperform the
PMM. LDA and the GMM both have around 7% fewefSMM.

FPs but 4% more FNs with ten topics, and the PMM has
10% fewer FPs and 5% more FNs with ten topics. 4. CONCLUSION

The SVM consistently has the lowest false positive In this paper, we present an LDA model that com-
rate. Although LDA generally improves by a few perbines global and per-user components for email virus
cent with more per-user data, the FP rates of GMM agétection. Our experimental results show that this sys-
LDA are nearly identical. The interesting part of Figtem immediately provides acceptable performance on
ure 2a is the PMM curve: it begins with a near-100%ew users even with our conservative feature set and in
FP rate as it overfits to the first few emails (classifyingne long run remains competitive with more specific per-
everything as a virus), but with more data it improvasser models.
and approaches the GMM and LDA. These results highlight several interesting directions

The false negative rates are more interesting, as fge future work, including an in-depth feature selection
see varying performance across viruses. The SVM Hagthis setting and incorporating more per-user training
the highestFN rates in all graphs, while the GMM andnformation into the models. These results also show
LDA again have similar performance. The PMM start$at, despite room for improvement in per-user special-
off with very low FNs due to overfitting the user modelization, LDA performs competitively with a simple sup-
but as it generalizes it starts to misclassify virus emailsort vector machine.

The FN graph for MyDoom.m stands out, with terri- Another avenue for future work is to extend the LDA
ble performance by all learners. MyDoom.m is a polynodel further. An interesting potential extension would
morphic virus that exhibits large variation in both sulyive each user different parameters as in the PMM,
ject line and body, which makes it difficult to classifybut with a global prior parameter analogousotdor 6.
Again the PMM initially classifies everything as a virusThis would give the model more freedom to adapt to
but its FNs increase quickly. No learner correctly clagach user's behavior.
sifies more than 26% of MyDoom.m emails in the end. The combination of per-user and global models has

Table 2 shows the FP and FN rates for our expethe potential to react quickly to global changes while
ments. While we see high variation in FN rates acroggoviding superior long-term performance. This work
viruses, the FP rates remain relatively constant. Thisdéscribes an approach that shows promise for increasing
not surprising: between any two experiments, the ortlye ability of machine learning systems to defend users
difference relevant to a FP is a substitution of one ¢fom novel viruses.
eight training viruses. FNs, however, show more vari-

ability because the email being classified is different. ACKNOWLEDGMENTS
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(d) BubbleBoy false negatives.
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Figure 2: In these graphs, the horizontal axis gives the numér of training emails seen from the test user.
False positive rates (normal emails classified as virus) faall algorithms are nearly identical for the nine
viruses; we show Bagle.a in (a). The false negatives (virusnails classified as non-virus) show more inter-
esting behavior. We show graphs for five different viruses ir(b) through (f).
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